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Introduction

EQUIP is being developed within the Equator IRC as a proposed integration platform and middleware solution for the various research activities and projects. The first iteration of EQUIP is being led by Chris Greenhalgh at the University of Nottingham, with contributions anticipated from a number of other partners. Current information on EQUIP can be found at http://www.crg.cs.nott.ac.uk/~cmg/Equator
This document considers how EQUIP could/should be used in the context of the SHAPE workshop 30/4/01-4/5/01. In particular in considers how the following demonstrations might be realized in and/or ported to the EQUIP platform:

· The SHAPE KTH Table demo

· The Virtual MRL demo

· The Jubilee campus ‘ghostbusters’ demo

Philosophy of data sharing in EQUIP

The core of EQUIP is the shared data service ‘equip_data’. This supports pattern-based query operations and query-driven replication inspired by tuple-spaces. It seeks to combine this with ownership-oriented data publishing and updating primitives based on work with collaborative virtual environments. It is anticipated that this combination will allow significantly better performance and more flexible data replication than is possible with pure tuple-spaces.

As with most general-purpose pattern-based data/event distribution services the most flexible style of use is to create nominally independent information publishers (producers) and subscribers (consumers). The producers place information in the data space and keep it up to date. The consumers use patterns to express their information interests, and the data space routes relevant information to them. Using this approach it is relatively easy to create generic system components and to reuse them in a range of applications.

One can notional identify a number of types of consumer:

· Workers, which normally take one piece of information at a time from the data space – which represents a request to do some work – and process the request, before returning results to the data space.

· Slaves, which take specifically targeted pieces of information from the data space in order to control their operation. This can be viewed as a data flow model or virtual wiring of components. In the case of EQUIP, the ‘name’ attribute present in all data items is intended to be used for this kind of specific information routing.

· Monitors, which read pattern-based subsets of the information in the data space and typically re-render them in some other form. For example, a 3D renderer might monitor all data items that correspond to 3D objects and render them in a graphical window.

In the first case (workers) the publisher typically loses responsibility for the job information once they have placed it in the data space and the consumer removes it from the data space (typical tuple-space semantics). This approach has significant overheads to ensure correct semantics (e.g. single removal). In the other two cases the publisher typically retains responsibility for the information that they have placed in the data space, and the consumers simply observe and respond to it.

EQUIP supports multiple independent data spaces. Multiple data spaces may be used for the following reasons:

· Scalability and load distribution – each data space may run on a different machine, allowing a larger total system.

· Data partitioning and efficiency – pattern matching is scoped within a single data space. There are costs associated with the number of patterns in a data space, the number of data items in a data space and (at least in the present implementation) their product. Consequently it is more efficient if the number of patterns and information items in a single data space can be restricted. However, this must be balanced against the additional complications of managing information flow over multiple data spaces, especially where patterns logical span multiple data spaces.

· Availability and continuity of service – if data spaces are run in different processes then they can be restarted independently. A data space may need to be restarted: if it crashes or hangs (e.g. deadlocks); if it is using excessive amounts of memory (due to failed clients and/or memory leaking bugs); or if the classes which it is hosting are updated (at least in the current system). Thus it is sensible to make a division between one or more stable long-term data spaces, for example for service discovery and system bootstrapping, and more volatile short-term data spaces, for example associated with particular applications or developers.

Hardware, software and service discovery

One dimension of all of these demonstrations is the hardware systems and software services that are brought together to realize the total demonstration. In keeping with the declarative approach outlined above we might have a device/service discovery data space in which the various software services (e.g. the MID trackball interface) make themselves – and the hardware that they represent – known to the system at large. It is hoped that this would be a stable and long-term data space, shared by any or all applications in the administration/coordination domain.

From the demonstrations considered we identify the following services and/or device representatives:

· A USB mouse/trackball interface (based on Uni. Maryland ‘MID’ or Microsoft DirectInput), used in the KTH table and Virtual MRL periscope (and also in KidPad). This essentially publishes the mouse/trackball positions (for the KTH table and the Virtual MRL periscope) and button information (for the pad-controlled viewpoint in the Virtual MRL).

· A data to MIDI gateway, used in the KTH table. In the KTH table this exported specific non-audio data (e.g. trackball positions) by encoding them as MIDI events. A more general service might separate the encoding of application data as MIDI data from the actual emitting of MIDI data to particular hardware (MIDI synthesizer or output).

· A 3D graphical workstation driving a projector or other display, used in the KTH table (with a custom application-specific renderer) and in the Virtual MRL (with the MASSIVE-3 management server). At one level the workstation itself might make itself known. Alternatively or in addition a renderer ‘container’ might make itself known (e.g. an application controlling an OpenGL window). In this case there will be additional levels of complexity in some cases, e.g. an head-tracked projected display requires tight coupling between rendered viewpoint and tracker data. Alternatively or in addition a particular renderer might make itself known (e.g. the KTH table wave/object renderer or a MASSIVE-3 world renderer).

· A sample-based audio server interfacing to local audio hardware and thereby to speaker and/or microphone and/or other audio hardware in the physical environment, used in the Virtual MRL and the ‘ghostbusters’ demos (the MASSIVE audio server). In some cases the application requires that this be associated with an avatar or other point within a virtual world (e.g. the Virtual MRL spatialisation of audio activity); in other cases the application wishes to directly associate it with one or more other audio servers (e.g. the ‘ghostbusters’ demo, to relay audio to the wireless laptop). In some cases (such as the lab end of this audio relay) the audio server connects from one set of network sessions to another, and does not need to make use of the local audio hardware.

· A GPS device interface, used in the ‘ghostbusters’ demo to publish GPS positioning information (in that case to control a MASSIVE-3 avatar). 

· A 2D display on an iPac (or other portable device), used in the ‘ghostbusters’ demo for the ‘radar’ display. 

· The KTH table also used various external MIDI-driven audio hardware and software (e.g. MAX/MSP on Mac, NORD modular synth). These might also be represented within the system, or might exist only within the broader design (the MIDI interface standard has no particular support for Plug-and-Play style device discovery). 

Each supported device or service would require an EQUIP client, configured with an initial data space in which to advertise (until Shahram adds dynamic discovery/bootstrapping). The client would interface to the hardware, and monitor the data space, ready to respond to requests for service.

Input and Sensing

All of the applications depend on various forms of explicit input and/or implicit sensing of the environment. In particular:

· The KTH table, the Virtual MRL periscope and the Virtual MRL table viewpoint rely on mouse/trackball position information.

· The pad-controlled viewpoint in the Virtual MRL relies on foot pad (mouse button) information.

· The ‘ghostbusters’ demo relies on GPS positioning information from the wireless user.

In addition, there are many other possibilities:

· The 2D display on the iPac (used in the ‘ghostbusters’ demo) could provide additional input.

· The EVE Dome Avatar Farm experience used IR camera-based tracking.

· The Bristol ultrasonic positioning system and/or radio pingers might also be used in any of the above.

· The RCA’s expertise in information appliances and device prototyping might provide a range of other (e.g. switch-based) input devices.

· The UCL Reactor (not CAVE () relies on realtime tracking (an Intersense IS-900) to control viewpoint and interaction.

· Nottingham has three electromagnetic trackers (2 Polhemus Fastrak and one something else).

· The VRJuggler software has a reasonably generic framework for VR-oriented input, including digital (button), analog (joystick), position (tracker) and hand (glove, gesture) input.

The actual input data is likely to be much larger in amount and update rate than the discovery information. It is also more likely to undergo evolution of types and is more closely tied to particular demonstrations. Consequently it seems appropriate to route input data for a particular application through one or more specific data space. This implies that the discovery data space (and each generic client) supports a mechanism for asking input/sensing devices to publish their information in a particular data space, presumably with a particular name (their own or an application-specific pseudo-device name).

Handling input/sensing data through EQUIP raises two implementation issues:

· In some cases (e.g. the UCL Reactor viewpoint control) latency and update rate are critical in achieving the best experience. This may require that the data space be hosted natively within the Reactor software, or may even require that the data bypass EQUIP, with EQUIP just being used to provide an external view of what is happening.

· In several cases (e.g. any realtime tracker, and also mouse and trackball position updates) the update rate may be quite high (10s or even 100s of updates per second per device). The data distribution service and clients will either have to cope directly with these update rates or – better – have rate limiting and flow control mechanisms to ensure that update rates are kept at appropriate and sustainable levels throughout the system, although without compromising the performance-critical components of the application.

Graphical rendering

As noted already, a graphical rendering service can be considered at a range of different levels:

· The hardware itself, such as a 3D graphical workstation driving a projector or other display. This might be characterized by the level or rendering performance available, the renderers supported (e.g. OpenGL), the physical deployment of the display(s) within the space, resolution and other characteristics (e.g. brightness, stereo, one-sided or two-sided-ness). Depending on the nature of the hardware some of these things might be fixed and some might be variable (e.g. tracked and user-moveable and/or motorized and system-movable).

· A general-purpose software renderer ‘container’, e.g. an application controlling an OpenGL window (which is in turn displayed in some particular way on the available hardware display). This might be characterized by its hardware (above), current usage, dimensionality (2D or 3D), and – for 3D – its viewpoint and projection (which might be specified directly in those terms, or indirectly, for example in terms of nominal viewer position in relation to the physical displays, as in a CAVE). Some applications might wish to control some of these (e.g. viewpoint and projection), while other would operate in terms of a more abstract rendering space independent of viewpoint and projection.

· A specific renderer component, such as the KTH table wave/object renderer or a MASSIVE-3 world renderer (which is housed by the above container, either on its own or in concern with other specific renderers). The kind of information required by a specific renderer (e.g. its level of detail and control) could vary enormously from application to application. This is considered further, below.

Consider: the ‘ghostbusters’ demo and the MRL table 

The current ‘ghostbusters’ demo is constructed as follows (roughly):

· There is a single MASSIVE-3 environment, ‘GW’, which contains a model of campus. 

· There are two ‘ghosts’ (in the demo given) which are normal MASSIVE-3 user clients, present in this environment. They navigate the campus model.

· There is one ‘ghostbuster’ MASSIVE-3 client, which give the wireless user an embodiment and audio access point (in and out) within the virtual world.

· There is one MASSIVE-3 management server, which provides access to the MASSIVE-3 virtual world, reporting the positions of the ‘ghosts’, and allowing the position of the ‘ghostbuster’ avatar to be constrained.

· There is one Java application that connects to the above management server and applies the GPS position data to the ‘ghostbuster’ avatar, and relays the ‘ghost’ avatar positions to the iPaq (or are there two applications?)

· There is one Java application that runs on the laptop and relays the GPS information to the above Java application.

· There is one Java application on the iPaq that renders the position information from the above management server Java application on the radar view.

· There is one extra audio server in the lab, that is physical wired to the ‘ghostbuster’s machine audio and which relays it (configured using audio_test on the command line) to the laptop.

· There is an audio server on the laptop, that drives the physical ghostbuster’s audio headset with the audio from the lab audio server, above (also manually configured using audio_test on the command line).

· There is the Nottingham ‘Table’ – two management servers, one with audio, both controlled by a custom Java application that uses mouse/cursor information from one of them (driven by a trackball).
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So…?

· The MASSIVE-3 environment (possibly with linked replay environments) provides a consistent 3D virtual space which supports virtually-spatialised audio and 3D graphical renderings. This provides coordinated graphical and audio content for the table, periscope and to forward to the ‘ghostbuster’.

· The GPS data (i) tells the iPaq radar client where it is and (ii) specifies the location in the virtual world of the Ghostbuster avatar.

· The virtual position of the ghostbuster avatar (determined above) determines a virtual spatial audio mix that is sent directly to the laptop (using UDP), and situates the incoming audio from the laptop within the virtual world.

· The virtual positions of the ghosts are relayed to the iPaq radar client (could be absolute or relative to the ghostbuster avatar).

· The two projected displays and the trackball that together comprise the table are coordinated by a single Java application, that currently assumes direct and total control over those displays.

· The periscope is controlled by a single application that currently includes MID and assumes direct and total control over the display and the (cannibalized) mouse (in the Virtual MRL the same Java application also performs viewpoint switching based on foot-pads – read as mouse buttons).

In terms of EQUIP we might realize this as follows:

· The GPS client publishes the GPS data with a unique name associated with that particular GPS device or other element of the physical conglomerate (macro-device) of which it is part.

· A GPS monitoring application monitors published GPS data to create and control representative avatars within a MASSIVE-3 environment. These have the same name as the GPS data for 1:1 identification.

· A virtual world monitoring application (potentially the same as the GPS monitoring application) monitors avatars within a (the same) MASSIVE-3 environment (and temporally linked neighboring environments) to create and control summary data (name, position, orientation) within EQUIP.

· The Radar client on the iPaq visualizes this summary data, taking its own position and orientation from a specifically named avatar. (A more responsive version might take its own position information directly from the GPS/other sensor data and ignore the information routed through the virtual environment.)

· An audio client on the laptop/iPaq controls the local audio server and a remote virtual world audio proxy/gateway (controlled by a specified avatar’s position) to link virtual world audio to the wireless device at minimal bandwidth.

· The management server(s) publish their existence in the service discovery data space, and publish their interaction (mouse input) in an input data space. Similarly, the MID client publishes its input in the input data space.

· Custom table and periscope clients monitor this input data to determine requested viewpoints on the relevant management server(s). (Viewpoint switching in the virtual MRL would be done in exactly the same way.)

GPS monitoring application

This publishes its existence with a ‘ServiceAvailable’ item in the discovery data space, with its own unique name and its capability. For now, the capability will be assumed to be expressed using a string, “GPSPositionToMassive3”.

It is configured by (and monitors for) ‘ConfigureGPSPositionToMassive3’ items with its own name. Each one specifies an source data space as an ‘equip:’ URL, an optional subset of GPS position space, an optional priority, an optional specific item matching name (for the GPSPosition items), a destination MASSIVE-3 environment name, a spatial transformation from GPSPosition to MASSIVE-3 transform, a default geometry name and zero or more [GPSPosition name to MASSIVE-3 geometry name] mappings (to specify specific geometries for specific GPS sensors).

If the application has any current configuration requests then it maintains a global monitor for GPSPosition items. It allocates each GPSPosition item to at most one of its configurations at a time (based on position, name and priority) – allowing different regions of GPS positioning space to be mapped to different MASSIVE-3 environments. In the allocated configuration it maintains a virtual object with the MASSIVE-3 attribute ‘USER’ = GPSPosition.name, and a geometry name determined from the name mapping (if any) or the default for the configuration.

Virtual world monitoring application

This is largely the converse of the GPS monitoring application.

This publishes its existence with a ‘ServiceAvailable’ item in the discovery data space, with its own unique name and its capability. For now, the capability will be assumed to be expressed using a string, “Massive3ToAvatarPosition”.

It is configured by (and monitors for) ‘ConfigureMassive3ToAvatarPosition’ items with its own name. Each one specifies a source MASSIVE-3 environment name, an optional MASSIVE-3 replication policy, a list of required MASSIVE-3 attributes (with optional values) that are used to determine whether a particular MASSIVE-3 object is of interest (e.g. ‘USER’ = * or ‘USER’ = ‘Ghost1’), a spatial transformation from MASSIVE-3 transform to AvatarPosition, a destination data space as an ‘equip:’ URL, and a minimum update period in seconds.

If the application has any current configuration requests then it uses a locale map per configuration to replicate the relevant MASSIVE-3 environments. It periodically iterates each environment, and creates/updates/deletes AvatarPosition items for each matching MASSIVE-3 object. The AvatarPosition name is taken from the MASSIVE-3 attribute used to select the object.

MID Server

The EQUIP MID server publishes its existence with a ‘ServiceAvailable’ item in the discovery data space, with its own unique name and its capability. For now, the capability will be assumed to be expressed using a string, “MIDServer”. In addition the MID server uses MID’s device add/remove events to maintain ‘ServiceAvailable’ items for each of its current devices, each with a unique name that extends the MID server name in a (as far as possible) deterministic manner, e.g. ‘…Mouse0’. For now, the capability for each mouse-type device will be assumed to be expressed using a string, “Device2DMouse”. It also maintains ‘SubServiceAvailable’ items with its own service name (that of the MID server, not the device itself), that includes the name of the device, so that clients can dynamically discovery device names without knowing how device names are generated.

The MID server is configured by (and monitors for) ‘ConfigureDevice2DMouse’ items with the names of its current devices. Each one specifies a destination data space as an ‘equip:’ URL and a set of optional names under which to publish its data (X, Y, X with Y, button 0, button 1, button 2).

For each existing configuration the MID server publishes the corresponding information in the specified data space with the specified names. Single buttons are published ‘InputDigital’ items, with a single bit (off/on). These are updated whenever the corresponding button is pressed or released. Single axes are publishing as ‘InputRelative1D’ items with a single (boxed) integer value that is the current value. Both axes are published as ‘InputRelative2D’ items with a (boxed) integer pair value that is the current value pair.

MASSIVE-3 Management Server (graphics)

The EQUIP MASSIVE-3 management server uses a local configuration script to configure and open a window of a specified size.  The management server publishes its existence with a ‘ServiceAvailable’ item in the discovery data space, with its own unique name and its capability. For now, the capability will be assumed to be expressed using a string, “Massive3Graphics”. It also publishes a ‘DeviceDisplay’ item in the discovery data space with its own unique name and the details of the physical display (from the configuration file), e.g. room name, position in room, building name, position in building, district name, global position, fixed/mobile, …(?). It may also publish a ‘ServiceAvailable’ item with capability “DeviceMouse2D” and a corresponding ‘SubServiceAvailable’ item to represent mouse interaction in the graphical window.

The management server is configured by (and monitors for) ‘ConfigureMassive3Graphics’ items with the its own name. Each one specifies a controlling data space as an ‘equip:’ URL and a controlling name. 

The management server monitors the specified data space for items of type ‘Massive3Viewpoint’ with the specified name (this may be a subclass of a more general ‘GraphicsViewpoint’ class). This type specifies a source MASSIVE-3 environment name, an optional MASSIVE-3 replication policy, an optional MASSIVE-3 rendering policy, an optional embodiment name for the viewpoint, an optional projection type (perspective or parallel), field of view and near and far clip distances, an optional local audio flag (?) and a coordinate transformation for the virtual camera within the MASSIVE-3 environment coordinate system.

MASSIVE-3 Management server (audio)

If the EQUIP MASSIVE-3 management server (above) is configured to support audio and a local audio server is available then it will also publish a ‘ServiceAvailable’ item with the capability “Massive3Audio”. It may also publish ‘DeviceSpeakers’ and/or ‘DeviceHeadphones’, etc. to represent any associated audio hardware that is specified in the configuration file.

The management server is configured by (and monitors for) ‘ConfigureMassive3Audio’ items with the its own name. Each one specifies a controlling data space as an ‘equip:’ URL and a controlling name. 

The management server monitors the specified data space for items of type ‘Massive3Audio’ with the specified name. This type specifies a source MASSIVE-3 environment name, an optional MASSIVE-3 replication policy, an optional audio nimbus, an optional MASSIVE-3 attribute name-value pair to use to identify the object for which audio should be rendered and/or an optional MASSIVE-3 transform, embodiment name and geometry to be used to create a new (temporary) object for which audio should be rendered, and an optional audio session description (IP address, port number and conference id) to which the audio mix should be sent as a resend session. If there is an audio session description then the management server will publish an item of type ‘Massive3AudioResend’ with the controlling name specified, which will contain the audio session description for the resend session itself (IP address, port number (in particular), and conference id). If there is no audio session description then the management server will use the local audio hardware.
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