CityWide: Some Initial Thoughts on Technical Infrastructure

Chris Greenhalgh

3rd April 2001

Introduction

CityWide is a collaboration between the Equator IRC and BlastTheory. This document presents some initial thoughts on possible technical infrastructure for CityWide.

The sections of this document are:

· Proposed system architecture

· Relevant scales

· Communication technologies

· Framework for analysing locating and positioning technologies

· Locating and positioning technologies

· Other possible sensor technologies

· Interventions and expressions

Proposed System Architecture
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Overview of operation:

· Sensors within the environment and linked to CityWide devices and systems capture data (e.g. location, activity, video). Later sections consider location/position and other possible sensing technologies. 

· This is passed to the general data repository and coordination blackboard together with related meta-data (accuracy, capture time, liveness of data sources).

· The general data repository provides a (hopefully) high-performance and persistent store and distribution mechanism for past and present sensor data. This repository may be realised using a commodity database (e.g. Oracle – Glasgow) and/or EQUIP.

· The coordination blackboard is the main coordination point for the total system. Its main mode of operation depends on open information publishing and pattern-based triggering (c.f. typical use of tuplespace communication and blackboard-based agent systems). I.e. each of the connected elements publishes its data to the rest of the system by placing it on blackboard using commonly agreed types. The connected elements also register interests with the blackboard that reflect the key events to which they need to respond. The blackboard matches these up, providing a loosely coupled distribution and coordination framework. It is anticipated that EQUIP will be used to realise this component.

· Each automated response module takes data from the repository and/or the blackboard and uses this to propose events, expressions or interventions to be made. It does this placing new data which represents this into the blackboard. For example, RECER (the Glasgow recommender system) might extract trail data from the repository, and recommend actions for particular individuals by adding the recommendations to the blackboard. Other possible modules may be Southampton contextual link-service, agents of some sort (e.g. Southampton or Nottingham (bsl)).

· The backstage monitoring and management component(s) allow the backstage/production team to monitor the system, the sensor input and the actions being suggested. It also allows actions to be added or triggered by inserting them into the blackboard. It provides a fallback mechanism if the graphical backstage interface is having problems or inappropriate in a particular context. It also support confidence monitoring of the system and auditing and actions taken.

· The 3D virtual city provides a unified 3D audio-graphical interface to the current state of the CityWide system. E.g. participants locations, audio, devices, actions, etc. 

· The backstage graphical client allows the production team to monitor and intervene through the virtual city model, e.g. via the Table and/or other client applications. It supports some action triggering and direct interventions, e.g. via audio and/or avatar (for 3D graphical displays).

· The 3D building model(s) provides a similar unifying framework for room and building-scale experiences, derived from the Virtual MRL demonstrator. These include greater detail than the city-scale model.

· The final forms of expression and intervention are provisionally divided according to type: 3D graphical, audio or neither (general information, e.g. text). It is anticipated that there will be a number of versions of each, available in parallel, each triggered by specific or unique patterns of data within the coordinating blackboard. A later section lists possible expression/intervention platforms.

· Common audio and graphical rendering facilities are (ideally) decoupled from the specific expression/intervention method. 3D graphics for realtime rendering may use MASSIVE-3 and/or new development from UCL/KTH(SHAPE)/others. Potential new development from UCL may provide non-realtime photorealistic (e.g. correctly lit) 3D renderings of the virtual world. The MASSIVE audio service will provide sample-based speech and audio to/from the virtual model(s). Midi-based abstract audio renderers (KTH, SHAPE?) can provide audio renderings of actions and information from the blackboard.

Relevant Scales

The CityWide project operates at a range of external spatial scales:

· Across a city (e.g. Nottingham, including its centre and some suburbs).

· Across a building (e.g. a museum or gallery space, or one of the partner’s buildings).

· Within a room (e.g. the Atrium or the MRL at the CSIT building at Nottingham).

Communication Technologies

At each scale different sets of technologies will be appropriate for sensing and communication. For communication:

· City-wide comms will rely on Radio, in particular GSM (and derivatives) for data, GSM (to phones) for audio, SMS for short text messages, radio pagers, possibly local AM/FM radio broadcast, possibly walkie-talkies.

· Some particular locales within the city, and buildings and individual rooms will be able to make use of wireless LANs.

· Some room and sub-room scale activities may be able to use wired comms (e.g. Ethernet, USB, RS232) and optical wireless comms (iRDA data and/or control).

· Some very local (inches) scale activities may be able to use other radio-based comms (e.g. RF tags, wireless smart cards).

A Framework for Analysing Locating and Positioning Technologies

[cmg – I can’t imagine this is original, but I found it a useful thought exercise.]

A key requirement for some elements of CityWide is to determine and/or monitor the location of people and/or devices within these various scales. Positioning and locating technologies general combine:

· One or reference devices that establish a volume for positioning or location, and

· One or more sensing devices that can measure some element(s) of their relationship to the reference device(s).

Note that it is the sensing device(s) that know ‘where they are’; this affects the applicability of the technology in terms of:

· Knowing where you are – either you (the mobile entity) must have the sensor(s), or you must be in current communication with the thing that has the sensor(s) (telling you where you are); or

· Knowing where others (people or things) are – either they (the mobile entity) must have the reference(s), or they must be in communication with you at the moment (telling you where they are).

Depending on the system or application:

· The reference item(s) may be fixed and the sensing item(s) may be mobile (e.g. Bristol ultrasonic, Bristol pingers, VR-type EM trackers (Fastrak, MotionStar, …), GPS (yes, I know the satellites are actually in orbit)); or

· The sensing item(s) may be fixed and the reference item(s) may be mobile (e.g. normal use of RF tag readers, fixed barcode readers, most video-based tracking); or

· Both may be mobile (e.g. mobile barcode readers, mobile deployments of the above).

Depending on the system or application, the sensor may be able to estimate:

· Position in relation to the reference item(s), in one (distance), two (distance and angle, position on a plane) or three (position in 3D space) linear dimensions; and/or

· Orientation in relation to the reference item(s), in one, two or three dimensions.

Note that in all cases the information is strictly relative. Nominally absolute information relies upon knowing (by some external means) absolute information about the reference(s) (e.g. GPS) or the sensor(s).

Aside: in some contexts a one bit system (there/not-there) is referred to as a location system and a multi-bit system as a positioning system, since it introduces gradations of position within its active range. Similarly, ‘positioning’ may implicitly assume that every salient entity has a position at all times that can be established (provided that the system is ‘working correctly’) (e.g. GPS, VR tracker). Location, on the other hand, can reflect a greater acceptance of ‘unknown’ as a system response.

In each case, the system will have:

· A resolution, e.g. how many bits of position/orientation information (ranging from 1 bit, e.g. for a pinger – close or not close);

· A mapping from reported data to standard physical dimensions (e.g. ‘close’ is 5m…); and

· An accuracy, both in terms of reported data and in the stability of the mapping from physical dimensions to sensor output. Issues: does the system know its own accuracy? Is it fixed or variable? Can it be reasonably established by experiment? How dependent is it on contextually variable factors such as elements within the surroundings, time of day, weather, obstructions?

Other significant points of variation between sensing technologies include:

· Wiring, i.e. are the reference(s) and sensor(s) physically connected together.

· Binding, i.e. are particular sensor(s) ‘bound’ to particular reference(s) (as in an EM tracker such as the Fastrak, which only locates its own sensors in relation to its own reference), or can different (unknown?) sensor(s) be used with the same reference(s) and/or different (unknown?) reference(s) used with the same sensor(s) (e.g. bar codes, (families of) RF ID tags, Bristol pingers, Bristol ultrasonic (subject to calibration data?)).

· Identification, i.e. can the sensor(s) differentiate between and uniquely identify reference(s) (within a give scope of use), up to what number (e.g. RF ID tags, bar codes, Bristol pingers (number of bits?)).

· Scalability in the number of reference item(s), i.e. does adding more reference item(s) make the system operate over a wider area and/or at greater accuracy or resolution (e.g. some designs of the Bristol ultrasonics, Bristol pingers).

· Scalability in the number of sensor item(s), i.e. can more sensors make simultaneous use of the same reference item(s) to locate themselves (e.g. the Bristol ultrasonic, Bristol pingers).

· Size and weight of sensor(s) and reference(s).

· Power requirements for sensor(s) and reference(s) (e.g. mains, battery (voltage? Current? Lifetime?)).

· Cost per unit for sensor(s) and reference(s).

[Question: is the Brisol pinger system a number of independent 1 bit location systems, or a multi-bit positioning system? Probably a multi-bit positioning system, since one might deploy it in order to systematically and exhaustively cover a particular volume.]

Locating and Positioning Technologies

Candidate technologies include the following:

Sensor: fixed/mobile, minimum number, scalability, identification (max. number), size/weight, power, cost;

Reference: fixed/mobile, minimum number, scalability, identification (max. number), size/weight, power, cost;

Relationship: wiring, binding: fixed/open, position: dimensions, resolution/range, physical accuracy (1 bit), orientation: dimensions, physical accuracy (1 bit), context sensitivity.

GPS

Sensor: mobile, one, scalable to any number, no specific identification, 10x4x3 cm, 150g, battery (lifetime?), 100-200 pounds.

Reference: fixed (orbit), approx. 60, identified (but moving), ?, ?, ?, billions of pounds (.

Relationship: wireless, any sensor, position in 2 dimensions (optional altitude) over the earth’s surface @ 20-100m accuracy, optional 1D orientation (magnetic bearing), sensitive to overhead obstructions – required outdoors use, other?

Fastrak (e.g. Nottingham MRL)

Sensor: mobile, one to four, identified, 2x1x1 cm, <50g, mains power (via cabled base station), 500 pounds.

Reference: fixed (assumed), one only per system, no identification necessary, 4x4x4 cm, 150g, main power (via cabled base station), 10,000 pounds.

Relationship: wired, relatively fixed binding (requires power-down and physical rewiring to swap sensors and/or references), position in 3 dimensions within a 1.5m radius sphere @ 1-3 cm accuracy, orientation in 3 dimensions @ 1-5 degree accuracy, sensitive to metal in the and near to the sensing space (highly sensitive to ferrous metals). 

See also:

· Bristol pingers

· Bristol Ultrasonic

· MotionStar (e.g. Nottingham MRL)

· InterSense IS900 (UCL CAVE)

· Bar codes

· RF ID tags

· Any other identification technology (by fixing the identifiable element in space)

· …

Other possible sensor technologies

· Foot pads, pressure pads.

· Optical beams.

· Video observation, analysis.

· EM field sensing.

· Cell-phone cell.

· Accelerometer – attitude, movement.

· Ambient and directed microphones.

· 2D Bar codes and other visual encodings.

· Buttons, dials (voluntarily operated or otherwise).

· Mice, trackballs.

Interventions and Expressions

One of the key elements of CityWide is to ‘present’ people in the city with glimpses of the virtual world, either by establishes physical expressions of the virtual world within the city, or by allowing activities in the virtual world and/or the event/production team to ‘intervene’ in the activities of people at large in the city.

Candidate technologies include:

· Large-scale immersive systems such as UCL’s CAVE or the Nottingham RealityCentre, with wired communications, presenting 3D graphics and audio from the virtual world.

· PC-based installations (e.g. in specific rooms or buildings), with wireless LAN and/or Ethernet communications, presenting visual (e.g. 3D graphics) and audio from the virtual world.

· Appropriated and ambient displays (e.g. televisions in shops, on-street projections), presenting visual (e.g. 3D graphics, other information) from the virtual world (driven by PC-based installations and movable devices).

· PC-based movable devices, such as the ‘field scope’, presenting 3D graphics and audio from the virtual world.

· PC laptop, with GSM and/or wireless LAN communications, presenting visual (e.g. 3D graphics) and/or audio from the virtual world.

· iPac or other handheld computing device with GSM and/or wireless LAN communications, presenting visual (e.g. 2D graphics, text, images) and/or audio (?) from the virtual world.

· Other custom application-type devices (repackaged or bespoke) presenting information and/or audio from the virtual world.

· Electronic game or toy (e.g. Barney) presenting information and/or audio from the virtual world.

· Mobile phone accepting or originating audio calls over GSM, presenting audio of other information rendered as audio from the virtual world.

· AM/FM Radio playing audio from the CityWide radio channel.

· Walkie-talkies playing audio from the virtual world and/or ‘backstage’.

· WAP browsers (phones, PDAs) accessing information from the virtual world.

· Mobile phone accepting SMS messages, presenting information from the virtual world.

· Pagers accepting short messages from the virtual world.

· Flyers, posters, etc., presenting textual and visual fragments from or relating to the virtual world.
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